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1.1 Introduction

On a foggy day, the pilots of a commercial airplane prepared for the final descent. 
While approaching the landing strip, they performed all the necessary checks, such 
as the elevation level of the airplane and the current speed projected on the wind-
shield’s head-up display. However, even though both pilots were looking in the 
direction of the runway, they did not see the airplane emerging on their runway 
until it was too late to avoid a crash………. 

Fortunately, the crash took place in a flight simulator in an experimental set-up, 
but the results were nevertheless shocking. In reality, this scenario would have led 
to major injury and possible death of passengers and crew. The pilots that partici-
pated in this study were not aware that the unexpected event was carefully planned 
(Haines, 1991). The most striking finding was not the fact that people do not see 
everything there is to see, but rather that they did not detect information that was in 
their central field of view, that was large, that was in the direction of their gaze and 
that was crucial for their own safety and the safety of their passengers. 

While observing the world, people generally experience a richly detailed and struc-
tured representation of the world around them. The visual environment continuously 
confronts people with visual information, although not all information is useful or 
informative for our task at hand. For instance, when walking a street, there is no 
need to act upon all details in the surroundings in order to be able to keep walking. 
Nor are all colours or the types of cars that drive by relevant even though they could 
easily be identified if necessary. In these cases it seems only logical that an observer 
is not aware of all available information and does not feel the need to respond to it. 
However, in the example just provided, people fail to respond to information that is 
highly relevant for their task and which is considered to be clearly visible. 

Unfortunately, this example is not unique in its kind. Reports of people involved 
in traffic accidents show that drivers claim that they did not see the other vehicle 
until they were so close that a collision was unavoidable. In the context of vehicle 
accidents this phenomenon has been called ‘look-but-fail-to-see’ (a.o. Staughton & 
Storie, 1977; Herslund, 1993, 2001; Jørgensen & Jørgensen, 1994). Even when the 
driver specifically looks for other traffic (for example when (s)he does not have the 
right of way) and other traffic is indeed present, drivers may simply fail to see it 
(Herslund & Jørgensen, 2003). The typical scenario of these ‘look-but-fail-to-see’ 
accidents is that a car driver approaches the intersection at a low speed and even 
often stops. The driver then decides to start driving again without having realised 
that other traffic, for instance a bicycle, is very close. Suddenly the bicycle is either 
right in front of the driver’s car or runs into the car just when the car starts to 
move. According to the police, the car drivers are surprised and shocked since they 
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really feel they properly looked for the presence of other traffic (Herslund, 1993, 
2001; Jørgensen & Jørgensen, 1994; Summala et al., 1996; Räsänen, Summala & 
Pasanen, 1998). Cairney and Catchpole (1996) claim that 70 to 80% of all inter-
section accidents results from these ‘look-but-fail-to-see’ accidents. A striking finding 
of these studies is that drivers not only ‘fail to see’ smaller objects such as bicycles, 
but also vehicles that one might expect to be easily detected, such as railway engines 
(Leibowitz, 1985) and buses (Draskoczy, 1989). 

Similar examples are found in railway accidents. During a time period of 8 years, 
three severe railway accidents occurred in the Netherlands (described in Quist, 
1988). The circumstances under which these accidents took place were com-
parable and they also happened on the exact same location. Because the trains passed 
this location with a speed that was far above the speed allowed, the trains became 
derailed, resulting in the three accidents. The conclusion from the accident analyses 
by the Dutch Railways was that there were no technical or mechanical failures. They 
claimed that the accidents were all caused by human error. Even though there were 
several indications that train drivers needed to reduce their speed, they did not do 
so. Apparently the drivers had failed to see the signal notifying them to reduce the 
speed of their trains to 40 km/h, which was the highest permissible speed at that 
point (crossing with other tracks). The failure to reduce speed resulted in severe 
material damage, one person was wounded and one person was killed. 

The current thesis focuses on the phenomenon of ‘the failure to apprehend’. The 
definition of this phenomenon is: Observers do not respond to information that 
is clearly visible and that is relevant for the task they are performing. This thesis 
studies the mechanisms underlying ‘the failure to apprehend’. Chapter 1 through 
6 will discuss literature related to this phenomenon and will illustrate the general 
principles of visual information processing to set a framework for the experimental 
studies. Chapter 7 through 12 will discuss the experiments that have been conducted 
in order to assess this phenomenon in more detail.

In the basic literature, there are two phenomena that are highly related to ‘the failure 
to apprehend’; Inattentional Blindness and Change Blindness. 

1.2 Inattentional Blindness

Inattentional Blindness refers to the tendency not to see unattended objects (Mack & 
Rock, 1998). In this definition the term unattended is essential. It indicates that one 
may look at an object without attending to it, as was the case in the flight simulator 
study. Hochberg (2007) claims that the term ‘Inattentional Disregard’ is more 
appropriate than Inattentional Blindness. Even though one may argue whether the 
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term ‘blindness’ is correct here, we will use this term since this is what is mostly 
used in the literature.

Most studies of Inattentional Blindness explore what type of information does or 
does not capture attention when observers do not expect the information to be 
present (Mack & Rock, 1998; Newby & Rock, 1998; Rock, Linnett, Grant & Mack, 
1992). The example of the pilots that ‘overlooked’ the airplane blocking the runway 
is a clear example of Inattentional Blindness. Unfortunately, the sometimes dramatic 
results of Inattentional Blindness are not limited to the laboratory environment, as 
the following real life accounts demonstrate: 

“A nurse pulls a vial from a cabinet. She looks at the label, fills the syringe and then 
injects the patient. The patient receives the wrong drug and dies.” (Green, 2004).

“An Eastern airline pilot and his fellow officers see a bulb flashing on the control 
panel. They become so concerned with the cause, that they do not notice the 
plane approaching the ground or hear the alarms. The crash kills over 100 people.” 
(Green, 2004).

“Road workers fail to see a dead deer on the road and actually pave over the deer. 
When fined by the police for this state felony, it turns out they did not even see the 
deer.” (Most, Scholl, Clifford & Simons, 2005).

“Even though the commander of an American naval submarine claims to have looked 
into the periscope, he fails to notice a Japanese fishing vessel. Due to the collision, 
9 Japanese people are killed.” (Sciolino, 2001).

“In road accidents, drivers (sometimes) fail to see obvious obstacles in their way with 
dramatic consequences.” (McLay, Anderson, Sidaway & Wilder, 1997).

All of these examples have one striking element in common: people fail to respond to 
information that is clearly visible and of utmost importance for them to respond to. 
In case of the nurse, she even specifically checked the label. Since the crucial infor-
mation is clearly visible and of high importance, it is hard to imagine that someone 
can make such a huge mistake. However, ‘the failure to apprehend’ occurs more 
often than one may think. 

Inattentional Blindness may happen to all people. Experiments show that most 
of our perceptual processing occurs without conscious awareness and Inatten-
tional Blindness is simply part of how people process visual information. In a classic 
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experiment, Neisser and Becklen (1975) showed participants videos of two ongoing 
events simultaneously, each partially transparent and one superimposed on top of 
the other. By superimposing the two video images, the researchers guaranteed that 
the two scenes were presented at the same spatial location on the display and thus at 
the same location on the retina of the participants (for more details about the eye see 
Chapter 2). The two ongoing events showed different scenes. One scene represented 
two persons involved in a hand-slapping game, one player trying to slap the hands 
of the other player at irregular time intervals. The other scene involved three people 
throwing a basketball from one person to the other while moving around irregularly. 
The participants were divided in two groups: one group was asked to respond to 
every attacking stroke in the hand-slapping scene and a second group was asked to 
respond every time the ball was thrown from one person to the other in the basket-
ball scene. After showing several regular trials, the researchers introduced an un-
expected event in the scene that the participants were not specifically attending. For 
the hand slapping game this could be that the two persons stopped slapping hands 
and started to shake hands or that they started throwing a ball. For the basketball 
game it could either be that the ball disappeared and the players started to make fake 
throwing movements or that one by one the male players were replaced by female 
players. Most of the participants failed to notice these events, even though they were 
presented at the same spatial location as the attended scene. Only a few participants 
spontaneously mentioned seeing something odd, but even their reports were vague 
and incomplete. Even after being told what happened, half of the participants did not 
notice anything: the most common response was incredulity. 

In order to further explore this phenomenon, Becklen and Cervone (1983) also con-
fronted participants with two superimposed video scenes and with an unexpected 
event. In this case one of the scenes showed a basketball game with the players 
wearing white shirts, the other scene showing a basketball game with players 
wearing black shirts. Participants were either instructed to monitor the white team 
or the black team. Unexpectedly, a woman carrying an open umbrella walked 
slowly across the scene during 5 seconds, occupying the same spatial location as 
the other scenes. Quite a few participants did not notice this. In a similar type of 
experiment, participants were again instructed to monitor either the ‘white’ or the ‘black’ 
basketball team (Simons & Chabris, 1999). Unexpectedly, a third superimposed scene 
would either show a woman carrying an open umbrella or a person wearing a black 
gorilla suit. More than half of the participants never saw either event. After being 
explained what actually happened, participants watched the superimposed video 
images one more time. Most participants could not believe that they had not noticed 
this ‘conspicuous’ event. 
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In some studies of Inattentional Blindness researchers have turned to more control-
led computer-based tasks in order to have a better control over the experimental 
condition (e.g., Mack & Rock, 1998; Most, Simons, Scholl & Chabris, 2000; Most, 
Simons, Scholl, Jimenez, Clifford & Chabris, 2001; Newby & Rock, 1998; Rock, 
Linnett, Grant & Mack, 1992). A number of studies used static scenes and brief 
presentations of simple shapes (e.g., Mack & Rock, 1998; Newby & Rock, 1998) in 
order to study Inattentional Blindness. In a typical experiment using a static display, 
Mack and Rock (1998) presented a cross to their participants. After a brief presen-
tation only, the cross was replaced by a neutral masking stimulus. Participants had 
to indicate what was longer; the horizontal or the vertical line segment of the cross. 
After a few trials, an additional unexpected item appeared simultaneously with the 
cross in one of the cross’s quadrants. Participants were asked whether they had seen 
anything else on that trial other than the cross. About 25% of the participants could 
not report seeing anything else, regardless of whether the unexpected item contained 
a unique colour, orientation, or motion signal. However, some meaningful stimuli, 
such as the participant’s own name or a smiley were detected with greater frequency. 
Interestingly and counter-intuitively, higher rates of Inattentional Blindness (75%) 
were found when the cross was presented peripherally and the unexpected item was 
presentation at fixation. 

In addition to static tasks researchers have also developed dynamic computerised 
tasks for studying Inattentional Blindness (Most, Simons et al., 2000, 2001; Scholl, 
Noles, Pasheva & Sussman, 2003). In a typical dynamic task, participants viewed 
a display with four black circles and squares and four white circles and squares 
moving randomly over, or even bouncing off the display. Participants were instructed 
to count the number of bounces of either the white or the black circles and squares. 
For the first two trials, this was all that happened. On the third trial, a red cross 
(different colour and shape than the original stimuli) entered the display. During 
5 seconds, it horizontally moved from the right to the left side. Despite the discri-
minating characteristics of form and colour, almost 30% of participants failed to 
detect it (Most et al., 2001). In a study using letters rather than geometric shapes, 
Most et al. (2000) had participants count the number of times target letters came 
in contact with a line, while unexpectedly another stimulus (not being part of the 
stimulus set) moved horizontally across the entire line. More than half of the partici-
pants failed to detect this.

The studies cited above clearly point out that people are less aware of their visual 
surroundings than they think they are. The strength of this conviction is highlighted 
by the fact that most participants in the studies cannot believe having failed to detect 
the unexpected events when the event is explicitly pointed out. As Mack (2003) 
claims:
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“(..) the pervasive assumption that the eye functions like a camera and the subjective 
impression of a coherent and richly detailed world leads most people to assume that 
they see what there is to be seen by merely opening their eyes and looking”. 

Mack assumes that this is also why people were so shocked to read about the virtual 
airplane crash in Haines’ flight simulator study. They are not aware of the fact that 
there are numerous examples in every day live that demonstrate human limitations 
in visual perception. 

1.3 Change Blindness

An interesting phenomenon that is related to Inattentional Blindness is Change 
Blindness (e.g. Mack & Rock, 1998; O’Regan, Rensink & Clark, 1999; Simons & 
Chabris, 1999; Simons, Franconeri & Reimer, 2000; Rensink, O’Regan & Clark, 
1997; Rensink, 2000a; Hollingworth & Henderson, 2002; Rensink, 2002; Simons, 
2000). Change Blindness has been defined as: the inability to spot changes to objects, 
photographs and motion pictures from one instant to the next (for a review see 
Simons & Levin, 1997). Although Inattentional Blindness and Change Blindness are 
related, they are distinct phenomena. Both phenomena involve the inability to report, 
detect or see visual stimuli that are obvious once they are attended to or pointed out. 
However, Inattentional Blindness deals primarily with first-order aspects of visual 
input (presence) while Change Blindness deals entirely to second-order aspects 
(transitions or changes). 

In classical Change Blindness tasks, participants view a scene, followed by a 
disruption. This disruption can be an eye movement (e.g. Grimes, 1996; Henderson 
& Hollingworth, 1999a, 2003b), a blink (e.g. O’Regan, Deubel, Clark & Rensink, 
2000), a blank screen (e.g. Simons, 1996; Rensink, O’Regan & Clark, 1997), a sudden 
‘mudsplash’ on the screen (comparable to a sudden mudsplash on a car windshield) 
(e.g. O’Regan, Rensink & Clark, 1996), motion picture cuts (e.g. Levin & Simons, 
1997; Simons, 1996) or a physical occluder (e.g. Simons & Levin, 1998). After the 
disruption, a modified version of the scene is shown, in which something has 
been changed. Participants are instructed to look for the change. Change Blindness 
experiments have shown that participants are surprisingly bad at detecting small and 
large changes to photographs or displays after brief interruption (Simons & Mitroff, 
2001). When there is no disruption and the modified scene immediately follows the 
original, observers readily detect the change. 

An alternative paradigm to study Change Blindness is the ‘flicker’ paradigm 
(e.g. Rensink, O’Regan & Clark, 1997). Here, the original and the modified scene 
are quickly alternated (e.g. 100-800 msec), separated by a brief blank interval. 



C
h

ap
te

r 
1
  

|  
T

h
e 

p
ro

b
le

m

16

This is repeated until the observer notices the change. The difficulty in detecting 
the change is measured by the number of repetitions before the change is identified: 
a high number of alternations indicates that the change was diff icult to detect. Change 
Blindness has also been demonstrated in studies using longer intervals between the 
changes in scenes. For example: if one looks at the hands of a watch, seeing a change 
in position can only be done by attributing a new code or classification to the current 
position (O’Regan, 2001). The same also holds true for the situation in which one 
suddenly realises that the flowers on the table have wilted even though they wilted 
slowly all the time. Change Blindness in scenes that change extremely gradually 
(e.g. with grass in a picture growing very slowly) is not the focus of this chapter. In 
case of extremely gradual changes, the rate of change is assumed to be below the 
threshold of perception (Simons, Franconeri & Reimer, 2000), whereas this chapter 
focuses on change blindness items that are above threshold.

Where the phenomenon of Inattentional Blindness demonstrated that people may 
not always have an accurate representation of the visual world, the phenomenon of 
Change Blindness shows that even if they have an accurate representation, they may 
still fail to notice a change. Sometimes the change is not detected for several seconds, 
but suddenly snaps into awareness. Although it is tempting to explain Change 
Blindness by claiming that people did not look at the element that changed, O’Regan, 
Deubel, Clark and Rensink (2000) showed that this explanation does not hold. While 
monitoring eye movements of participants inspecting a scene, they found that even 
though it was easier for people to detect a change if directly looking at it, looking at it 
did not guarantee perception. Over 40% of the participants did not notice the change 
even though they were directly looking at it. 

An interesting fact emerging from Change Blindness studies is that this phenomenon 
is not only found in artificial scenes, but also in natural scenes (Blackmore, Brelstaff, 
Nelson & Troscianko, 1995; Grimes, 1996; McConkie & Currie, 1996; McConkie 
& Zola, 1979; O’Regan, Rensink & Clark, 1996; Pashler, 1988; Rensink, O’Regan 
& Clark, 1997; Simons, 1996). For example, when people were looking at a photo-
graph of a city skyline, Grimes (1996) found that none of the observers detected the 
enlargement of a prominent building by 25%. Rensink, O’Regan and Clark (1997) 
showed participants pairs of alternating photos of natural scenes, with one change 
from one photo to the next (e.g. element in the picture being removed). Although 
the changes were centrally located in the scene, they had to be repeated between 
7 and 17 times before people detected them. Henderson and Hollingworth (2003b) 
had participants watch complex real-world scenes, in which changes were intro-
duced from scene to scene. Participants were instructed to memorise the scenes 
for a later memory test and to immediately indicate every time the image changed. 
Participants even received descriptions of the type of change that could occur. 
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The changes were introduced at the moment that participants made eye movements. 
In about 3% of the cases, the changes were detected, which demonstrated nearly 
complete Change Blindness. 

The fact that under specific conditions, people do not notice changes that are obvious 
once pointed out is specif ically interesting in real movies. Imagine the following 
scene: An actor is sitting in a restaurant with a jacket over his shoulder. The camera 
cuts to a close-up and the jacket is now over the back of the actor’s chair. Although 
this is a clear editing mistake, research shows that people are extremely poor 
at noticing these changes (Simons & Levin, 1997). In the USA, there was even 
a TV show dedicated to editing errors in Academy Award winning movies. 
Interestingly, the editing errors were presented as if the audience noticed the mistakes 
while f ilmmaker failed to. In reality however, they were only obvious because the 
host of the show always explicitly pointed them out to the audience. In fact, most 
people would not notice them while watching a movie. 

This idea that people do not notice editing mistakes in movies has been used in 
experimental settings. Simons (1996) asked participants to watch a movie. The movie 
showed a woman sitting at a table pouring cola from a bottle in a cup. After this shot, 
the scene changed to a male actor approaching the table. In the third shot the cola 
bottle was replaced by a cardboard box. After watching the movie, participants were 
asked to describe aloud what they saw. Even though they reported seeing the bottle, 
they never reported the cardboard box or the change. Levin and Simons (1997) made a 
short movie with two actors having a conversation. In every shot, at least one editing 
mistake was included compared to the shot shown before. A woman wearing a scarf 
did not wear it in the next shot, whereas she would wear it again in the following 
shot. Actors changed their arm position from one shot to the next, food switched 
from one plate to the other etc. Participants were instructed to pay close attention to 
the movie, but when they were asked if they had noticed changes to objects, body 
positions or clothing, only one participant vaguely reported to have seen something 
change. Even if the movie was shown again, with participants now being aware of 
the fact that changes to the scene could occur, they only detected 1 or 2 changes 
out of the 9 present. One explanation for this phenomenon is that the changes were 
made to items that were not centrally located in the observers’ field of vision, making 
it only reasonable that participants did not pay attention to these items. However, 
even changes to a centrally attended object are not always detected. Angelone, Levin 
and Simons (2003) had participants watch a movie in which a female actor asked 
someone for directions. Something that the woman wore or carried (a handbag, a 
purse) changed colour from one shot to the next. About 6% of the observers noticed 
the change. When two items were changed and the changes were made more salient 
still only 12% noticed the change. Levin and Simons (1997) used even more extreme 
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changes to the central object. In their movie, there was only one object moving in 
the scene, which was a person. The initial shot showed an actor hearing a phone 
ring. In the next shot, the phone was still ringing and the actor walked to the phone 
and answered it. However, in this new shot the actor was replaced by another actor 
(also partly wearing other clothes) who completed the action. About 33% of the 
participants noticed a change (any indication of change detection was taken as a right 
answer), indicating that the majority of the participants failed to. This finding was 
especially interesting since Dmytryk (1984) had claimed that under those conditions, 
participants are highly likely to attend to this person throughout the movie. The 
movie industry has recognised the human tendency to overlook changes and hired 
so called ‘continuity editors’ who check movies specifically for these types of editing 
mistakes. However, even continuity editors often fail to detect all of them, since 
there are large Hollywood productions with continuity errors. 

However compelling the examples from the movie industry and laboratory studies 
are, the question is, of course, how these examples relate to the real world. Maybe 
people observe movies differently than they observe the real world around them. 
Arguably movies are ‘consumed’ and observed in a more passive way. To study the 
phenomenon of Change Blindness in a more natural setting, Simons and collegues 
(2002) used partly staged but real life situations. An experimenter carrying a basket-
ball approached a naive pedestrian, with whom he started talking. During their con-
versation, a group of students passed between the experimenter and the pedestrian 
and secretly took away the basketball. After this event, the pedestrians were asked 
if they saw anything unusual or if anything had changed. Only a few pedestrians 
mentioned the disappearance of the basketball. However, when specifically asked if 
the experimenter was carrying a basketball before the interruption, more than half 
of the observers claimed to recall that. In another real life experiment (Simons & 
Levin, 1998) an experimenter would approach a naive pedestrian on the street and 
ask him or her for directions. While having this conversation, two people carrying a 
large door walked in between the pedestrian and the experimenter, shortly blocking 
the view that the pedestrian had on the experimenter. During this short period of 
time, the experimenter was replaced by a second experimenter, who wore different 
clothes. About half of the participants reported not to have noticed the change, even 
though they actively interacted with both the first and the second experimenter! 
Another real life study (Levin, Simons, Angelone & Chabris, 2002) also confronted 
participants with an unexpected person change when two people carried a door in 
between the participant and the experimenter (just like Simon & Levin, 1998). 38% 
failed to see the person switch. When the person switch took place after the experi-
menter had approached the participant to ask him/her to take his photograph, 53% 
missed the person change. In another of their experiments, an experimenter, after 
talking to the participant, duck back behind a counter. Another experimenter rose 
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from behind the counter at the same location. Here, 75% of the observers failed to 
see the person change.

In Change Blindness paradigms, people are often specifically asked to detect a 
change. They are in fact aware that a change will occur and they are required to 
actively search the displayed scene to find the differences. But despite the will to 
detect a change or the fact that the changed object is in the centre of attention, 
Change Blindness does occur. This shows that merely paying attention is not in all 
circumstances sufficient to actually detect the change. 

The central theme of this thesis is ‘the failure to apprehend’; the phenomenon that 
sometimes people fail to respond to clearly visible information even when it is highly 
relevant for their task. To study the underlying mechanism we further discuss related 
phenomena such as Inattentional Blindness and Change Blindness. Knowing the 
underlying mechanism allows us to develop countermeasures that may reduce the 
number of incidences of ‘the failure to apprehend’.




